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Alla mia famiglia, la mia ragazza, i miei amici ed i miei cani



Non è la velocità o la potenza del cervello a distinguere l'uomo dalla macchina, bensì

l'ironia

∼ Luciano De Crescenzo, Ordine e disordine



ABSTRACT

Having learned how to predict natural phenomena is among the greatest achievements

of humans since it allows them to implement a series of precautionary actions aimed

at the conservation of the species and at the well-being of the communities. This also

applies to environmental pollution, the great scourge of this age, which we attempt to

predict and control with increasingly complex and more accurate methods. Among the

many types of pollution, particularly relevant are those related to airborne particulate

levels, i.e. the concentration of all the solid or liquid substances suspended in the air.

These particulates have sizes which vary from a few nm to 100 µm . In this work

we focus on PM10, PM2.5 e PM1, respectively, particulate matter consisting of particles

smaller than 10 µm, 2.5 µm and 1 µm.

The work was realised to match the demands of a client (Pignataro Patrimonio s.r.l.)

and was focused on: i) the implementation of a ML based method that can predict

airborne particulate levels over a 7-day window; ii) in the implementation and deploy-

ment of an user friendly tool to be used by the customer.
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Chapter 1

Introduction

Management of environmental issues, containment of pollutant and air quality pro-

tection are nowadays priorities for every local authority in order to protect public

health. With this aim, on the 20th of November 2020, Fluel s.r.l1, came in contact

with Pietro Ricciardi, CEO of the Società Pignataro Patrimonio s.r.l. (hereafter SPP)

company member of a consortium with the municipality of Pignataro Maggiore (CE).

SPP needed an innovative solution that could forecast airborne particulate levels over

a 7 days window, in order to be able to alert local administration in order to activate

the necessary precautionary measures. In what follows I will shortly summarize the

problem, the characteristics of the territory, I will describe the case of Great Smog and,

at the end, I will present the methodology used.

1.1 The problem

Particulate matter is a collective name for fine solid or liquid particles added to the

atmosphere by processes at the earth's surface. Particulate matter includes dust, smoke,

soot, pollen and soil particles. Particle pollution can come from two different kinds of

sources: primary or secondary. Primary sources cause particle pollution on their own.

For example, wood stoves and forest fires are primary sources. Secondary sources let

off gases that can form particles. Power plants and coal fires are examples of secondary

1This work was done in the framework of a traineeship sponsored by Fluel, under the supervision of

Dott. Salvatore Palange.
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sources. Some other common sources of particle pollution can be either primary or

secondary: for example, factories, cars and trucks, and construction sites. Smoke

from fires and emissions (releases) from power plants, industrial facilities, and cars

and trucks contain PM2.5. The size of particles is directly linked to their potential for

causing health problems[1]. Small particles less than 10 micrometers in diameter pose

the greatest problems, because they can get deep into your lungs, and some may even

get into your bloodstream. Exposure to such particles can affect both your lungs and

your heart. Numerous scientific studies have linked particle pollution exposure to a

variety of problems, including:

• premature death in people with heart or lung disease[2];

• nonfatal heart attacks[3];

• irregular heartbeat[4];

• aggravated asthma[5];

• decreased lung function[6];

• increased respiratory symptoms, such as irritation of the airways, coughing or

difficulty breathing[7].

In general, the lower the number the finer and more dangerous to human and an-

imal health are the particles. In fact, whilst PM10 only reaches the bronchi, trachea

and upper respiratory tract, PM2.5 can penetrate pulmonary alveoli and spread in the

blood[8]. There is evidence that in women PM2.5 accumulates in the breast causing

breast cancer [9]. People with heart or lung diseases, children, and older adults are the

most likely to be affected by particle pollution exposure.

Environmental effects include: visibility impairment and damages to materials.

Visibility impairment: fine particles are the main cause of reduced visibility (haze) in

parts of the United States, including many of national parks and wilderness areas[10].

Damages to materials: PM can stain and damage stone and other materials, including

culturally important objects such as statues and monuments[11]. Some of these effects

are related to acid rain effects on materials.

2



In addition, particles can be carried over long distances by wind and then settle on

ground or water. Depending on their chemical composition, the effects of this settling

may include:

• making lakes and streams acidic;

• changing the nutrient balance in coastal waters and large river basins;

• depleting the nutrients in soil;

• damaging sensitive forests and farm crops;

• affecting the diversity of ecosystems;

• contributing to acid rain effects.

National and international legal systems worldwide tried to define concentration

limits of airborne particulate matter. In April 2008, European Union adopted Directive

2008/50/EC that limit the levels of particulate matter in the air. This directive has

been transposed by Italian legislation with legislative decree of 13th of August 2010,

n.155. In Table 1.1 the maximum annual and daily concentrations of PM10 and PM2.5

in various parts of the world are reported, while in Table 1.2 I also list the maximum

number of averages to be taken over one year.

We wish to stress that air pollution is a serious problem also in Italy, where the

legal limits are frequently exceeded thus causing risks to the public health.

1.2 The Territory

Pignataro Maggiore (see Fig. 1.1) is a town in the province of Caserta of about 5000

inhabitants. It is located just over 90 meters above sea level and covers a territory

of ∼ 32, 38 km2. Behind the town rise, from West to East, Monte Morata (301 m),

Monte Pozzo (419 m), Monte Trone (350 m), Monte Sant'Angelo (278 m), that are part

of Monti Trebulani. Pignataro extends between slopes of Valle di San Pasquale and

Appia, embracing a crucial territory for the economic development of the entire Land

of Labor and incorporating important railway hubs as well as Casilina. Keeping an
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Max value for the annual average Max daily value

PM10

(µg/m3)

PM2.5

(µg/m3)

PM10

(µg/m3)

PM2.5

(µg/m3)

EU and Italy 40 25 50 −−

Australia −− 8 50 25

China 70 35 150 75

Hong Kong 50 35 100 75

Japan −− 15 100− 200 35

Russia 40 25 60 35

USA −− 12 150 35

OMS (2005) 20 10 50 25

Table 1.1: Annual and Daily PM10 maximum values

eye on air pollution is a requirement that is felt with greater consideration by public

opinion in order to avoid disasters like, for instance the so called Great Smog.

1.2.1 The Great Smog event

In order to better exemplify the relevance of the problem and also the many factors

which affect the diffusion of pollutants, it is worth to discuss in some details a tem-

plate case, the so called “Great Smog” event[12] : one of the greatest environmental

disasters in history, which occurred in London from 5th to 9th of December 1952. In

those days a dense and foul-smelling fog enveloped the English capital for some days.

Number of victims, initially estimated at about 4,000 people, was subsequently deter-

mined to be higher than 12,000, number to which must be added other 100,000 persons

who contracted medium-long term sickness[13].

London at that time was one of the most polluted cities in the world, known by anyone

for fog blankets which were the result of pollution resulting from extensive and very

dense urbanisation. The Great Smog was caused not by factory emissions and domes-

tic fires (that however contributed to increase mortality and morbidity in the city), but

by a series of unfortunate weather coincidences like the arrival of an anticyclone of
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Maximum number of excesses allowed in a year

PM10

(µg/m3)

PM2.5

(µg/m3)

EU and Italy 35 −−

Australia −− −−

China −− −−

Hong Kong 9 9

Japan −− −−

Russia −− −−

USA 1 excesses over 3 years

OMS (2005) −− −−

Table 1.2: Maximum number of PM10 excesses allowed in a year

the Azores from 3rd to 4th of December 1952 which moved its zone of influence over

the North Atlantic, causing a thermal inversion on London. All this produced a dense

layer of cold and stagnant air that was trapped under a warmer air layer, causing the

total absence of ventilation and air exchange. When the damp air came into contact

with the ground, cooled until it reached the dew point forming condensation.

Thermal inversion pushed saturated air upwards, causing the formation of a layer of

fog that stretched from 100 to 200 meters, containing, besides the drops of water,

also the smoke coming from innumerable chimneys of the houses. The phenomenon

was amplified by the harsh temperatures of that period that forced the inhabitants to

increase the consumption of coal for domestic heating. The only coal available for

consumption was of very low quality (the better quality of coal was far too expen-

sive in a post-war economy) and with an high sulphur content, increased the amount

of sulphur dioxide in the fumes. Vehicle exhaust and industrial chimney fumes also

contributed to whole pollution. The lack of knowledge of environmental problems at

that time, was a determining factor in the tragedy. In the following years a law was

prepared to reduce emissions. The Clean Air Act was an act enacted by the United

Kingdom Parliament and approved by Queen Elizabeth II on 5th of July 1956. The de-

cree was in force until 1964 and avoided another environmental crisis like that of 1952.
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Figure 1.1: Position of Pignataro Maggiore

From this example it becomes clear that the prediction of pollutants trends is a

complex problem which depends on many (often unknown or poorly understood vari-

ables/parameters) and cannot be easily modeled.

This is expecially true for the region of Pignataro, which is located in the heart of

a region which in the past was among the most fertile lands of Campania Felix. Un-

fortunately nowadays, this territory has not been spared by the phenomenon of illegal

pouring of toxic waste and from the pyres that contributed to create the expression

“Land of Pyres” (“Terra dei Fuochi” in Italian). In addition, in Pignataro there is a

lively industrial area with fumes and industrial waste that must be strictly monitored

in accordance with the severe Community legislation.

1.3 A more formal definition of the problem

The use of predictive models on air quality is therefore essential to inform citizens, to

help administrators to define appropriate plans and to allow the scientific community to
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study health relations in the short term. Predictive models are essential to understand

sanitary impacts, evolution of phenomena, the effectiveness and temporal extension

of any emission control measures like blocks of the traffic or reduction of house tem-

peratures. Therefore, community efforts have focused on defining predictive models

for particulate concentrations which allowed to identify as fundamental variables[14]:

temperature, humidity, wind speed, wind direction and atmospheric pressure.

In literature a variety of methods has been used to create this model. Today, with

technological progress, possibilities of using sophisticated methodologies that have

complex algorithms at the core, and that require computing and memory capacity of-

ten quite large, have increased exponentially. For this reason, I did not use classic

predictive Auto-Regressive (AR) or Moving-Average (MA) models (and their various

combinations) or linear multi-nominal models. In addition, these models have the limit

of not being able to grasp nonlinear relations between the variables.

Machine Learning based methodologies, do not suffer of the same limitations and can

be effectively used [15].

For this reason in my work I decided to explore the application of Deep Learning

methods to the problem.

Figure 1.2: The Data Science Cycle

According to the standard Data Science Cycle (Fig. 1.2), my work proceeded along
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the following lines:

1. Framing the problem: through extensive discussions with the customer finalised

to better understand the problem;

2. Collecting the data: in which we studied data both provided by the customer and

derived by us;

3. Processing of the data: data cleaning, homogenization, ecc.;

4. Data exploration: aimed at making sure that we could extract some useful pat-

terns from our data;

5. Data analysis: aimed at achieving a deeper understanding of the data. We made

use of statistical and numerical methods to draw inferences about the data and

to identify the relationship between multiple columns in our dataset;

6. Result consolidation: using the insights gained from all the previous steps of our

data science process, we were able to consolidate the results so that they can be

analyzed and understood.

In addition, upon request of the customer, we also produced and deployed as final prod-

uct an easy to use (also for no-coders) Web-Application running on Docker Engine.
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Chapter 2

State of the Art

2.1 State of the Art

As it can be easily understood, due to the relevance of the problem, the specialised

literature available on the topic is immense. In this era of exponential growth of sci-

entific publication triggered by the ongoing habit of “publish or perish”, it becomes

crucial to define a strategy to select among the plethora of available papers, the most

relevant material. I therefore decided to follow a data driven approach to the problem

(better described in Appendix A). I first downloaded from the public database WEB

OF SCIENCE, a dataset composed of 1000 scientific (but non medical) articles meta-

data, discussing the topic of "airborne particulate matter forecasting". To do so I used

the words prediction and PM10 as tags for query. Frequently, these papers are pub-

lished in specialised journals which belong to other sectors (i.e. physics, chemistry,

ecc). Among those mentioned in my sample, as you can see from Fig. 2.1, the one

with most published articles is the journal Atmospheric Environment, which exceeds

the second (Atmospheric Pollution Research) by nearly three times.

Since I had at my disposal the number of occurrences for each review, I applied

Bradford's Law. This law states that ordered in descending order all the sources of a

sample it is possible to identify three concentric crowns representing three groups of

journals and populated according to the ratio:
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Figure 2.1: Most relevant sources

1 : n : n2

in this way the intermediate circle to have a number of items equal to the core must

have n journals and in turn, the third circle must have n2.

This means that if articles in a given disciplinary area are classified according to the

number of items in three groups, one third of the articles are published by a limited

number of periodicals specialised in subject matter under discussion, another third

from other periodicals devoted to similar argument and the remaining third from many

generalist periodicals which are less relevant. It is therefore clear from the proportion

to reach 100% of bibliographic coverage on the issue, it is necessary to add to the

nucleus formed by few specialized magazines a much larger number of magazines,

which also grows exponentially.
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Figure 2.2: Bradford's Law chart

As we can see from Fig. 2.2, the core of the articles dealing with the prediction of

particulate matter appeared in only 12 journals.

Source impact can be evaluated using a metric called G Index. It is defined so that

on the given set of articles, ordered in descending order of citations, the value of g

is given when the first items have received cumulatively g2 citations. An equivalent

definition is number of g articles for which the average number of citations is at least

g. Computing G Index of each source we get results displayed in Fig. 2.3

As we can see, the order of the major journals is roughly the same and Atmospheric

Environment remains in first place. We can see the number of articles published per

journal cumulatively (see Fig. 2.4) or per year (Fig. 2.5).
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Figure 2.3: Source impact evaluated by G Index

Figure 2.4: Cumulative number of papers published per source
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Figure 2.5: Annual number of papers published per source

Looking at Fig. 2.4 we realize that the trend of each series shows a more or less

similar increase hence implying a general increase of the interest on the topic pro-

portionally distributed over all journals. As regards the authors, their impact can be

assessed both by the number of articles published on that topic (see Fig. 2.6) and

by using G Index (Fig. 2.7). Charts show that, for both adopted metrics, three most

important authors are Zhang, Kukkonen e Chen.

For what institutions are concerned, using this time only the number of published

papers, we see that the three most important universities that are interested in the prob-

lem are those of Washington, Beijing and Oviedo (see Fig. 2.8).

At Country-level, Nations where more efforts have been made to predict PM10 are

shown in Fig. 2.9, where SCP is “Single Country Publications” and highlights groups

wherein researches come from the same Country, while MCP stands for “Multiple

Country Publications” and represents teams with individuals from different Countries.

Graphically, we can color with shades of blue as more intense Countries that have

published more studies on this subject, as in Fig. 2.10,
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Figure 2.6: Number of articles published per author

Figure 2.7: Author impact evaluated by G Index
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Figure 2.8: Most relevant affilitions

Figure 2.9: Most relevant Countries
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Figure 2.10: Country scientific production

whilst, from graph of quotations by Country we see that the third most cited Nation

after China and USA is Italy (see Fig. 2.11).

Studying social structure, we figure out how Countries relate to others in field of

scientific research. I made Louvain Clustering[16] that is a method to extract commu-

nities from large networks. The process consists of 2 phases: Modularity Optimization

and Community Aggregation.

• Modularity is a metric that quantifies the quality of an assignment of nodes to

communities by evaluating how much more densely connected the nodes within

a community are compared to how connected they would be, on average, in a

suitably defined random network. Modularity Optimization is a greedy assign-

ment of nodes to communities, favoring local optimizations of modularity.

• After finishing the first step, all nodes belonging to the same community are

merged into a single giant node (Community Aggregation). Links connecting

giant nodes are the sum of the ones previously connecting nodes from the same

different communities. This step also generates self-loops which are the sum of

all links inside a given community, before being collapsed into one node.

After the first step is completed, the second follows. Both will be executed until there

are no more changes in the network and maximum modularity is achieved.
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Figure 2.11: Most cited Countries

Figure 2.12: Countries network
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Figure 2.13: Most global cited documents

We can see from Fig. 2.12 that there are four groups of countries that cooperate

more intensely with each other and that the smaller one includes only Croatia and

Jordan.

Most cited papers are displayed in Fig. 2.13.

The most cited article is that of Zhao[17] in which he exposes the impact of coal-

fired power plants on the increase of air pollution, while the second one[18] is an

example of how to create space-time geostatistical models using R packet gstat. The

third article[19] proposes a series of models for PM10 prediction selecting at the end

a feedforwardback-propagation MLP, thus validating the assumption of Gardner and

Dorling[20] according to which neural networks are the best tool[21] to study models

of a non-linear nature. Also the fourth[21] and the fifth[22] most cited papers point out

that neural network performances are higher than those of classical models, expecially

for a large datasets, and they also point out that the most effective model is a Feed-

Forward Multi Layer Perceptron. Always in these papers, motivation is that since the

input space is multidimensional and the functional relation with the target is a priori

unknown and most likely non-linear, traditional parametric regression techniques are

not well suited.
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Chapter 3

Dataset Creation and Exploratory

Data Analysis

3.1 Discovery

The commissioner provided us data registered by unique control unit which has inside

four sensors. From this point forward I will name sensors as it follows: A Primary, B

Primary, A Secondary and B Secondary.

A Primary detects the variables in Table 3.1, B Primary in Table 3.2, while those

detected by the other two sensors are in Table 3.3.

As you notice immediately, PM10 and PM1 values are available in all four sensors,

whereas PM2.5 readings are present only for “Primary” sensors. Sampling happened

around every minute and twenty, and different timestamps are not aligned. Total num-

ber of observations is different for each sensor (367.233 for A Primary, 366.376 for A

Secondary, 374.523 for B Primary and 373.599 for B Secondary) and for this reason it

is impossible to make a transversal analysis at the level of singular observations. So,

we aggregated records on an hourly basis, but in this way we saw huge holes that made

impracticable the possibility of applying any method for the understanding of the phe-

nomenon and its prediction, reason why we have further aggregated data on a daily

basis, computing the average of the observations for each day and eliminating empty

records. In the new dataframe there are still very big holes, to the point of having
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Abbreviation Meaning unit

t timestamp s

PM1 particulate matter with a diameter of 1 µm or less µg/m3

PM2.5 particulate matter with a diameter of 2.5 µm or less µg/m3

PM10 particulate matter with a diameter of 10 µm or less µg/m3

uptime sensor uptime in seconds s

RSSI measurement of the power present in a received radio signal dBm

T Temperature F

H Humidity %

Table 3.1: A Primary variables explanation

Abbreviation Meaning unit

t timestamp s

PM1 particulate matter with a diameter of 1 µm or less µg/m3

PM2.5 particulate matter with a diameter of 2.5 µm or less µg/m3

PM10 particulate matter with a diameter of 10 µm or less µg/m3

uptime sensor uptime in seconds s

ADC the voltage reading on the analog input of the control board -

pressure current pressure hPa

IAQ air quality inside the buildings IAQ score

Table 3.2: B Primary variables explanation

20



Abbreviation Meaning unit

t timestamp s

>=0.3 at least 0.3 micrometer particle counts per deciliter of air µm/dl

>=0.5 at least 0.5 micrometer particle counts per deciliter of air µm/dl

>=1.0 at least 1.0 micrometer particle counts per deciliter of air µm/dl

>=2.5 at least 2.5 micrometer particle counts per deciliter of air µm/dl

>=5.0 at least 5.0 micrometer particle counts per deciliter of air µm/dl

>=10.0 at least 10.0 micrometer particle counts per deciliter of air µm/dl

PM1 particulate matter with a diameter of 1 µm or less µg/m3

PM10 particulate matter with a diameter of 10 µm or less µg/m3

Table 3.3: A Secondary and B Secondary variables explanation

mapped only 250 days out of a total of 1095 (roughly 23%), as we can see by looking

at the PM10 distributions of each sensor (Fig. 3.1, Fig. 3.2, Fig. 3.3, Fig. 3.4).

In addition to the presence of large holes, it can be observed that they are in corre-

spondence of the same periods and that their distributions are very similar. It clearly

appears in Fig. 3.5 in which I plotted all PM10 series on the same axes.

PM1 and PM2.5 distributions are also remarkably similar, as is clear from Fig. 3.6

and Fig. 3.7 in which series are plotted for each sensor.

Plots are almost totally stackable, so we decided to build and fine tune a predictive

algorithm on a single variable and then use that architecture, with any appropriate

adjustments, to forecast the other two kind of particulate. For this reason, we arbitrarily

decided to work only with PM10. Moreover, I calculated the average daily PM10 of each

sensor (the resulting series is plotted in Fig. 3.8).

3.2 Data Collection

Using daily averages we lost hourly variations but we gain in interpretation and we

have the opportunity to fit a predictive algorithm and perform proper analytics. The

first issue to be addressed was that posed by missing data. Missing data is a real
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Figure 3.1: PM10 - A Primary Figure 3.2: PM10 - B Primary

Figure 3.3: PM10 - A Secondary Figure 3.4: PM10 - B Secondary

struggle for any data scientist. Because of it, it is impossible to make predictions with

so little data and since any method of data imputation would certainly be unsatisfactory,

we reconstructed a whole series by searching for missing data using an open source

platform AQICN, from which you can download PM10 detections from some control

units scattered over the Campania Region. The nearest to Pignataro was the one located

above the De Amicis school of Caserta. These data included series extending till the

end of November 2019. To check whether these data could be used to fill holes in use of

the main series, I first compared graphically two series distributions and then I made a

Kolmogorov-Smirnov Test. This is a non-parametric test of the equality of continuous,

one-dimensional probability distributions and can be used to compare a sample with

a reference probability distribution (One-Sample KS test), or to compare two samples

(Two-Sample KS Test). The null hypothesis (H0) is that the two dataset values are from

the same continuous distribution. In order to run a Two-Sample Kolmogorov-Smirnov

Test it is necessary to order the sample x′
1, . . . , x

′
n and then compute:

F̂ (x) =
n−1∑
k=1

k

n
1x∈[xk,xk+1) + 1x≥xn (3.1)
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Figure 3.5: Chart with PM10 distributions

Figure 3.6: Chart with PM1 distributions
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Figure 3.7: Chart with PM2.5 distributions

Figure 3.8: Daily average of detected PM10 values
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Figure 3.9: Comparison between Pignataro and Caserta PM10 for the period 02/05-

04/23

by placing:

Dn := sup
−∞<x<∞

|F (x)− F̂ (x)| (3.2)

it is:

Dn = sup
k=1,...,n

∣∣∣∣F (xk)−
k − 1

n

∣∣∣∣ ∨ |1− F (xn)| (3.3)

Graphically we can see from Fig. 3.9 that two distributions are quite similar and the

K-S Statistics confirmed that the two data sets were extracted from the same population

(measured p-value = 5.987.x10−13 ∼ 0.0). In order to complete the series for a whole

solar year I also searched PM10 values relative to the month of December. I found data

in reports of the Environment and Territory Office of the city of Sparanise, adjacent to

Pignataro Maggiore and also in the territory of Agro Caleno. In particular, Sparanise

series goes from August to December 2019 with some missing values from October to
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Figure 3.10: Comparison between Pignataro, Caserta and Sparanise PM10 for the pe-

riod 01/08-10/12

November, so I used values from August to mid October to check for consistence with

the other series using the same procedure outlined above.

As we can see from Fig. 3.10, the series skyrockets in a day of September. That

value is an outlier, which can be likely imputed to an error of the control (no written

record could be found confirming an anomalous level of pollution on that day), be-

sides the fact that Pignataro's and Caserta's control units did not detect a large amount

of PM10. Apart from that value, the threes series are quite close (the K-S Statistics

between Pignataro and Sparanise series is equal to 1.0, with a p-value equals to 0.027).

For this reason, I can not refuse the null hypothesis and I conclude for the validity of

the use of Sparanise data to fill the series up. By combining all three series (original

Pignataro data with Caserta and Sparanise data), I obtained the series plotted in Fig.

3.11 which has the important properties of not having holes and of covering completely

the entire solar year 2019.
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Figure 3.11: Complete PM10 series

3.3 Data Preparation

Aim of this project is to build a predictive model of airborne particulate matter us-

ing meteorological explanatory variables. To reach this goal I did not use classical

methods, such as moving-average (MA) or autoregressive (AR) models, which are

usually used in fields such as macro-economics and finance. The reason being that

these methods to forecast values from instant t to t+k, utilize knowledge accumulated

from previous observations of the series itself. This kind of models have a lot of lim-

itations, in primis they are able to explain a phenomenon only as a response of itself,

therefore making it incomprehensible from the general point of view. In addition, they

cannot go beyond linear correlations and many times, in order to perform well, they

also fed a very high number of historical observation which is not our case since (in

most domains, 365 records are in general too few). Furthermore, as already said in

Chapter 2, many authors successfully used neural networks such as, for instance, the

Multilayer Perceptron. For these reasons I decided to explore the possibility to address

the problem by using high-performance Deep Learning models.

For all these reasons I enlarged the dataset adding the observations on atmospheric

pressure obtained from B Primary, and humidity and average temperature obtained

from A Primary.
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Atmospheric pressure. The atmosphere is a fluid, and in particular a gas within which

we are completely immersed. Like any other fluid, air also exerts a pressure that tends

to compress in all directions the objects that are immersed in it. Pressure exerted by

air is called atmospheric pressure and, under standard conditions (i.e. at sea level -

0 altitude - at a temperature of 0°C and at an latitude of 45°) its value, in pascal,

is 101325 Pa. This atmospheric pressure value shall be taken as the mean reference

(average atmospheric pressure) valid only under standard conditions. It is determined

by the weight of the air column above the corps that depresses against their surface.

The unit of measurement to measure atmospheric pressure from Pignataro Maggiore

control unit is hectopascals, equivalent to 100 pascals.

Humidity. Humidity is the measure of the amount of water vapour present in the air.

Relative humidity measures the amount of water in the air in relation to the maximum

amount of water vapour (humidity). The higher the temperature, the more water vapour

can be contained in the air. The values collected by the Pignataro ECU are expressed

as a percentage, and are obtained by multiplying the relative humidity values by 100.

Temperature. As for the temperature, it should be noted that the control unit detects

data in Fahrenheit.

For each of these new three variables, as I did for PM10, I calculated the daily average

for every day of the year 2019 and filled the holes present with data taken from open-

source online platforms. In particular, I converted the temperature from Fahrenheit to

Celsius :

C = (F − 32) ∗ 5

9
(3.4)

Regarding to the data holes, they were at the same times (02/23, 03/17-03/18,

04/24-07/17, 10/13-11/10, 11/13-12/31) and this suggests that the missing measure-

ments originated from a total malfunction of the control unit. As suggested in many

papers, other important variables to consider when trying to predict the level of pollu-

tion in the air are the wind speed and direction.

Wind. In meteorology the wind is the movement of a mass of atmospheric air from

an high-pressure area (anticyclonic) to a low-pressure area (cyclonic). This term gen-

erally refers to horizontal aerial currents, while for vertical ones the term convective
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datetime Wind Direction T Media H Vento Pressione PM10

0 2019-01-01 NNE 7 54 17 km/h 1023 27

1 2019-01-02 ENE 5 77 12 km/h 1014 34

2 2019-01-03 NNE 3 68 22 km/h 1019 5

3 2019-01-04 N 1 84 15 km/h 1025 9

4 2019-01-05 NNW 3 79 8 km/h 1022 59

Table 3.4: Final dataframe head

count mean std min 25% 50% 75% max

Temperature 365 17.3 7.2 1 12 16 24 31

Humidity 365 77.4 9.7 36 73 79 84 92

Wind Speed 365 21.0 8.0 4 17 21 24 50

Pressure 365 1014.3 6.2 991 1011 1015 1018 1030

PM10 365 29.3 18.3 2 18 26 36 127

Table 3.5: Final dataframe summary

currents is generally used, which originate instead for vertical atmospheric instability.

I fully recovered this data from open-source databases.

Summarising: our final dataset consists of observations covering the entire 2019 with

daily averages of PM10, temperature, wind speed and direction, humidity and pressure

(head in Table 3.4).

3.4 Data Exploration

I conducted an exploratory analysis of the variables starting from the summary of the

numerical variables (Table 3.5, values rounded to the first decimal place)

In Table (3.5, count indicates the number of values present in the dataframe and the

fact that there are 365 for each variable is a further evidence that there are not missing

values. The second column, mean, is the simple arithmetic mean:
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Figure 3.12: Variables distributions

µ =
1

N

N∑
i=1

xi (3.5)

where N is the number of observations. The Third column, std, gives the standard

deviation. of the variable, id est a variability measure given by:

σ =

√√√√ 1

(N − 1)

N∑
i=1

(xi − x̄)2 (3.6)

calculated as the square root of the sum of the errors cubes multiplied by 1
(N−1)

.

Finally, in addition to the minimum and maximum, the table also shows the first, sec-

ond and third quartiles, representing, respectively, 25%, 50% and 75% of the distri-

bution. Reading only some statistics of a series is not enough to understand it so it is

appropriate to look at the graphical distributions of the five numerical variables (Fig.

3.12).

PM10 curve is crushed on quite low values, with some outliers in correspondence to

very high particulate values. Mode of temperature is between 10 and 20 degrees with

a particularly high number in which the average temperature was just over 30°C. The

prevailing percentages of humidity is approximately 80%, while most common wind

speed is around 20 km/h and few times they exceed 40 km/h. Finally, pressure values

range from 991 to 1030 hPa. In order to have a measure of how much the variables are

influenced two by two, I calculated Pearson's Correlation Index, that is the ratio of the
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Temperature Humidity Wind Speed Pressure PM10

Temperature 1 −0.053318 0.110460 −0.048425 −0.277974

Humidity −0.053318 1 −0.131721 −0.200410 0.084908

Wind Speed 0.110460 −0.131721 1 −0.103615 −0.251196

Pressure −0.048425 −0.200410 −0.103615 1 0.156317

PM10 −0.277974 0.084908 −0.251196 0.156317 1

Table 3.6: Final dataframe variables Correlation Matrix

covariance of the two variables and the product of their standard deviations:

−1 ≤ ρxy =
σxy

σxσy

=

∑n
i=1 (xi − µx) (yi − µy)√∑n

i=1 (xi − µx)
2
√∑n

i=1 (yi − µy)
2
≤ +1

As you can see from the formula, this value will always be between -1 and 1. When

correlation is equal to 1, it means that two variables group in a linear manner, instead

when it is equal to -1, there is the opposite relationship of the previous case.

As you can see from Table 3.6, PM10 correlations, both positive and negative, are

weak because each value is around 0. The correlation matrix is divided in two by the

main diagonal, showing the correlations between a variable and itself and therefore, by

its nature, every value is equal to 1. The weakness of the correlations is also shown by

the heatmap (Fig. 3.13).

This heatmap is a graphical representation of the data where the values contained in

a matrix are represented by colors. As for matrix correlations, heatmap main diagonal

has only one color (in this case bright red that symbolize correlation equals to 1).

Taken a single independent variable, for rising humidity and pressure, PM10 increases,

while it decreases as temperature and wind speed increase. A different way to view the

relation is to observe the slope of the regression line between PM10 and a variable: the

higher it is, the greater the increase of the dependent variable, and vice versa. Simple

Linear Regression is the simplest Machine Learning model and it tries to summarize

the relationship between two variables with a line in a two-dimensional space (Fig.

3.14, Fig. 3.15, Fig. 3.16, Fig. 3.17).
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Figure 3.13: Heatmap with correlations among variables
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Figure 3.14: Linear Regression

between Temperature and PM10

Figure 3.15: Linear Regression

between Humidity and PM10

Figure 3.16: Linear Regression between

Wind Speed and PM10

Figure 3.17: Linear Regression between

Pressure and PM10

Plots of regression lines offer a higher interpretability of the phenomenon than the

simple Pearson's correlation value. By looking at the four charts in Figg. 3.14 through

3.17 we can. see that:

• airborne PM10 values decrease as the temperature rises and curve has a slope

equal to -0.7.

• an inverse relationship holds for wind speed (here the slope is -0.57);

• Particulate in air slightly increases with increasing humidity (slope equal to

0.16);

• a stronger dependence. is observed for atmospheric pressure (slope equal to

0.46).

An overall view of variables distributions and dispersion on a two-dimensional

plane is appreciable from the scatter-plot in Fig. 3.18.

Completed the Exploratory Analysis of the five numerical variables of my dataset,

I studied the feature Wind Direction that is the prevailing wind verse for the reference
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Figure 3.18: Overall scatterplot with variables distributions
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count min mean max

E 6 24 38 50

ENE 42 6 33 127

ESE 10 15 40 108

N 1 9 9 9

NE 74 2 28 93

NNE 21 2 24 45

NNW 9 16 29 59

NW 9 20 39 91

S 8 19 29 43

SE 8 18 48 116

SSE 11 6 33 86

SSW 30 12 28 63

SW 36 6 31 77

W 22 6 27 67

WNW 9 6 20 36

WSW 69 5 26 67

Table 3.7: Wind direction summary

day (mode). Column has 16 labels that indicate the direction from which the wind

blows. First thing I did was counting occurrences of every single wind and calculate

some position indices (see Table 3.7).

When you study the winds of a territory you can't not make a windrose: this is a

type of diagram that schematically represents the origin of the winds that insist in a

given region, highlighting areas with higher wind intensity. It can also be seen as a

representation in a two-dimensional space of variable Wind Speed where the axes are

calculated as:

windx = WindSpeed× sin(
WindAngle× π

180
) (3.7)

windy = WindSpeed× cos(
WindAngle× π

180
) (3.8)
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Figure 3.19: Pignataro Maggiore windrose

where Wind Angle is the absolute degrees measurement (starting from the North

which corresponds to the value 360 and not 0).

With these new variables and Wind Speed, I could obtain the so called windrose for

Pignataro (Fig. 3.19).

From this very high graphic impact image, we can easily see both that the winds

most affecting Pignataro Maggiore blow from the North-East and West-South-West,

and that in most cases these winds are not high intensity.
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Chapter 4

Models and Preprocessing

4.1 History and fields of application

Deep Learning is a subfield of Machine Learning (ML) concerned with algorithms in-

spired by the structure and function of the brain called Neural Networks. They are

a series of algorithms that mimic the operations of a human brain to recognize rela-

tionships between huge amounts of data. First NN was Rosenblatt's Perceptron that

was able to distinguish, after 50 attempts, cards marked on the right by those on the

left. The initial enthusiasm that was generated subsided in the following years because

technology was not yet capable to provide the massive computational facilities which

were necessary. In the ‘80s, Hinton and LeCun[23] published a seminal study propos-

ing a way to teach neural networks to correct errors. This has deeply changed in the

last decade an research on Deep Learning has exploded, to the point that “Deep Learn-

ing” and “Artificial Intelligence” have become buzzwords. The focal point of these

improvements has been the availability at a relatively moderate cost of GPUs and the

ability to collect data in increasingly large data warehouses (Big Data). The choice

to use the adjective “neural” to define the class of algorithms of Neural Networks is

not casual: the neuron is in fact the heart of the human nervous system. A NN tries

to reproduce the functioning of the human neuron, that is all those processes that take

place in the brain during the learning phase and the subsequent one of recognition. As

well as an individual, a NN learns with experience, and the more data that is fed the
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more the network will be able to learn.

The fields of application of this subject are the most varied: they can range from

computer vision to natural language processing as well as from speak recognition to

resolution of optimization problems, and NNs are widely used today in almost all

sectors, from private to public to military. More and more new startups are being

set up to develop solutions with an AI core, and also the large companies leading for

years their sectors, in order to remain competitive on the market must innovate their

processes and their products by adopting AI based solutions.

Deep Learning applications can improve the life of all, and an example supporting

this thesis is the application of this methodology to the field of medical diagnostics.

When a doctor makes a diagnosis he does it relying on his knowledge and experience,

that is, the cultural baggage he has accumulated over the years. Deep Learning could

successfully operate at this point, supporting the knowledge of the doctor.

4.2 Neural Networks: a summary

Neural Networks are based on the simulation of appropriately connected artificial neu-

rons. These neurons receive in input stimulation that process. Processing can be very

sophisticated but, in first approximation, it is quite simple: inputs are multiplied by

an appropriate value called weight, the result of multiplication is added and if the sum

exceeds a certain threshold the neuron is activated by switching its output. Weight

indicates the synaptic efficacy of the input line and it is useful to quantify its impor-

tance; a very important input will have an huge weight, while an input not very useful

to the elaboration will have a lower weight. You can think that if two neurons com-

municate between them using mainly some connections, then such connections will

have a greater weight, until you create connections between the input and the output

of the network that use “preferential routes”. However it is wrong to think that the net-

work ends up producing a single connection path: all combinations will have a certain

weight, and therefore contribute to the input/output connection.

Individual neurons are connected to successive neurons in order to create a network of

neurons.
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Usually a network is composed of 3 layers. In the first layer there are the inputs (I)

and this layer takes care to treat the inputs in order to adapt them to the requests of

neurons. The second layer is hidden (H); it is concerned about the real elaboration and

can also be composed of several columns of neurons. The third layer is the so called

output layer (O) and takes care to collect results and adapt them to the requests of the

next block of NN. These networks can also be very complex and involve thousands of

neurons and hundreds of thousands (up to many millions) of connections. To build the

structure of a multilayer neural network you can insert N hidden layers. As we shall

see, the effectiveness of generalizing a multilayer NN depends on the training it has

received and result from an optimised search for the minimum of a cost function.

In many supervised classification and regression tasks optimization is quite often

achieved by using the backward propagation of errors or backpropagation [24]. This

is an algorithm to train NN used in combination with an optimization method, like

for example stochastic gradient descent. BP needs a desired output for every input

to compute the gradient of cost function. With BP, NN operates along the following

steps:

1. random initialization of weights;

2. propagation of initial data multiplied by the weights, then pass the results through

the activation function;

3. comparison of results with labeled data;

4. evaluation of the error to understand the goodness of the weights adopted;

5. effective BP phase with adjustment of weights, if necessary.

These steps are repeated and weights are updated after each epoch. Basically,

training a NN means recursively modifing parameters (weights), that at the beginning

are randomly assigned and then adjust them every time a new iteration of training

starts.

So, BP requires two phases: one that goes forward and one that goes backwards.

First one presents an example to NN, then compares it to the effective output and
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calculates the error; the following backward phase propagates the error back into the

grid by adjusting the weights.

Let us now spend some words abut the loss and the cost function. When we refer to

the error for a single training example we talk about Loss Function, instead when we

refer to an average of the loss functions over an entire training dataset we talk about

Cost Function. So, CF is the technique of evaluating the performance of our model

because it takes both the predicted outputs of the model and the labeled values and cal-

culates how wrong the model was in its prediction. So, this is an optimization problem

because our goal is minimizing CF.

To find the model parameters that correspond to the best fit between predicted and

actual outputs, it is often used in ML applications an optimization algorithm called

Stochastic Gradient Descent. Combined with BP, it is dominant in NN training appli-

cations to compute weights and biases. There are different SGD algorithms

In the present work 4.4 I used two SGD algorithms. The first one is RMSProp (Root

Mean Square Propagation) that, at each iteration, computes the gradient norm mobile

average E :

E
[
g2
]
t
= γE

[
g2
]
t−1

+ (1− γ)g2 (4.1)

where γ ∈ [0, 1] is an exponential decay factor, usually with empirically fixed

value around 0,9. The parameter γ determines the relevance of retaining the memory

of past iterations in calculating the moving mean: a value equal to zero means that

past iterations are ignored and only the gradient at the current iteration is used, and at

increasing of γ the memory of past iterations assumes increasing importance, at the

expense of the current gradient value. So, the updating of the parameters is defined as:

∆wt = − η

RMS [g2]t
gt (4.2)

In this way, the learning rate η is dynamically controlled by the quadratic mean of

the gradient norm. The other SGD algorithm that I used is Adam (Adaptive moment

estimation). It is an extension of RMSProp that takes into account the mobile average

of gradient moments (m and v) to use correct estimators (m̂ and v̂), because m and
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v, especially in first iterations, have values near to zero. Indicating with wt parameters

at iteration t and with Q the CF to be optimized, we have:

mt+1 = β1mt + (1− β1)∇Q (wt)

vt+1 = β2vt + (1− β2) (∇Q (wt))
2

m̂ =
mt+1

1− βt+1
1

v̂ =
vt+1

1− βt+1
2

wt+1 = wt − η
m̂√
v̂ + ϵ

(4.3)

where ϵ is a smoothing term added for the purpose of numerical stability, while β1

and β2 are hyperparameters that control exponential decay.

4.3 Preprocessing

I trained several Neural Networks to forecast Pignataro Maggiore airborne particulate

values. Before doing so, however, it was necessary a preprocessing phase in which I

created new variables that represent values from 1 to 7 days before the original explana-

tory variables. From this dataframe I dropped datetime variable (it was unnecessary

because the observations are already ordered and the time period is known with cer-

tainty); I also did not scale nor did any kind of standardization as I have not found

any benefit in my various experiments. To obtain a complete dataframe, I deleted the

first seven lines of the dataframe, which contained missing observations, because the

weather conditions of the days prior to 2019/01/01 were not known.

Since I had a well-defined target variable, PM10, I adopted a Supervised Approach

(or Approach with Supervision). With it we try to build a model starting from labelled

training data, with whom we try to make predictions on data which are either not

available or in the near future. Supervision means that in the set of samples (dataset),

desired output signals are already known as previously labeled.

Then, I created series labels with PM10 values that is my target variable, and

dataframe series with all the other variables. Subsequently I created the X_train and

X_valid datasets that contain, respectively, the first 80% and the second 20% of series
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records, and did the same thing on labels creating Y_train and Y_valid. In this way,

the train set counts 286 observations and 47 variables while the validation set has 72

records and the same number of features.

4.4 Data Modelling

4.4.1 Convolutional Neural Networks

The First network I implemented is a Convolutional Neural Network (CNN). This kind

of NN are very similar to ordinary ones: they are made up of neurons that have learn-

able weights and biases. Each neuron receives some inputs, performs a dot product

and optionally follows it with a non-linearity stage. CNNs derive their name from the

concept of sliding (or convolving) a small window over a data sample in order to en-

code certain properties into the architecture. These properties then make the forward

function more efficient to implement and vastly reduce the amount of parameters in the

network. Regular NNs do not scale well to big datasets since fully-connected layers

would have a large number of parameters and would quickly lead to overfitting. There

are three main types of layers to build ConvNet architectures: Convolutional Layer,

Pooling Layer, and Fully-Connected Layer. We will stack these layers to form a Con-

vNet architecture.

Convolutional Layer

The convolutional layer's parameters consist of a set of learnable filters. Every filter

is small spatially (along width and height), but extends through the full depth of the

input volume. During the forward pass, we convolve each filter across the width and

height of the input volume and compute dot products between the entries of the filter

and the input at any position. As we slide the filter over the width and height of the

input volume we will produce an activation map that gives the responses of that filter

at every spatial position. Intuitively, the network will learn filters that activate when

they see some type of feature. At the end, we will have an entire set of filters in each

CONV layer, and each of them will produce a separate activation map. We then stack
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these activation maps along the depth dimension and produce the output volume.

When dealing with high-dimensional inputs such as images, it is impractical to connect

neurons to all neurons in the previous volume. Instead, we will connect each neuron

to only a local region of the input volume. The spatial extent of this connectivity is a

hyperparameter called the receptive field of the neuron (equivalently this is the filter

size). The extent of the connectivity along the depth axis is always equal to the depth

of the input volume.

We have explained the connectivity of each neuron in the Conv Layer to the input vol-

ume, but we have not yet discussed how many neurons there are in the output volume

or how they are arranged. Three hyperparameters control the size of the output volume:

the depth, stride and zero-padding.

1. The depth corresponds to the number of filters we would like to use, each learn-

ing to look for something different in the input.

2. The distance each convolution travels is known as the stride: we must specify

the stride with which we slide the filter and is typically set to 1.

3. Sometimes it will be convenient to pad the input volume with zeros around the

border. The size of this zero-padding is a hyperparameter. The nice feature

of zero padding is that it will allow us to control the spatial size of the output

volumes.

Pooling Layer

It is common to periodically insert a Pooling layer in-between successive Conv lay-

ers in a ConvNet architecture. Pooling is the convolutional neural networks path to

dimensionality reduction: its function is to progressively reduce the spatial size of the

representation to reduce the amount of parameters and computation in the network,

and hence to also control overfitting. The Pooling Layer operates independently on

every depth slice of the input and resizes it using the MAX operation (max pooling).

In addition to max pooling, the pooling units can also perform other functions, such as

average pooling or even L2-norm pooling.
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Dropout

Dropout is a special technique developed to prevent overfitting in neural networks. The

idea is that on each training pass, if we turn off a certain percentage of the input going

to the next layer, randomly chosen on each pass, the model will be less likely to learn

the specifics of the training set, overfitting, and instead learn more nuanced represen-

tations of the patterns in the data and thereby be able to generalize and make accurate

predictions when it sees completely novel data.

In addition to these layers, in model summary we read class Sequential, which is ap-

propriate for a plain stack of layers where each layer has exactly one input tensor and

one output tensor.

Flatten

Flatten Layer flattens the input without affect the batch size. So, for example, if inputs

are shaped (batch,) without a feature axis, then flattening adds an extra channel dimen-

sion and output shape is (batch, 1).

Dense

Dense implements the operation:

output = activation((input · kernel) + bias) (4.4)

where activation is the element-wise activation function passed as the activation

argument, kernel is a weights matrix created by the layer, and bias is a vector created

by the layer (only applicable if use_bias argument is True). In my model I used Relu

activation function defined as positive part of its argument:

f(x) = x+ = max(0, x) (4.5)

where x is neuron input.

A key-concept in Deep Learning is optimization, because principal aim of DL algo-

rithms is build a model that, with an iterative process, minimize or maximize an ob-

jective function J(θ) named loss function or cost function. For this purpose, I used
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Model: CNN Model

Layer (type) Output Shape Param #

conv1d (Conv1D) (None, 46, 128) 384

max_pooling1d (MaxPooling1D) (None, 4, 128) 0

conv1d_1 (Conv1D) (None, 3, 64) 16448

flatten (Flatten) (None, 192) 0

dense (Dense) (None, 1) 193

Total params: 17,025

Trainable params: 17,025

Non-trainable params: 0

Table 4.1: CNN Model summary

RMSprop algorithm that uses a temporal window of historical gradients and computes,

at every iteration, second order cumulative moment (variance). It is implemented as:

vt = βvt−1 + (1− β)g2t (4.6)

When building a neural network, the hyperparameters on which to focus maximum

attention are: the number of epochs, learning rate and batch size. An epoch is the train-

ing time unit of measure and consists in a complete training cycle on the training set.

The learning rate is a tuning parameter in the optimization algorithm that determines

the step size at each iteration while moving toward a minimum of the loss function[25].

Finally, the batch size is a term used in machine learning and refers to the number of

training examples utilized in one iteration. You have to try and adjust these hyperpa-

rameters until the optimal combination is reached (this iterative process is called Fine

Tuning). In my network I used 1300 epochs, a batch size equal to 64 and a learning

rate equal to 1x10-6. The model architecture is as presented in Table 4.1.

In order to assess performances, I used two metrics (it is good practise using more

than a single metric): MAE and RMSE. These two metrics are very suitable for regres-

sion problem and we calculate them as:
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Figure 4.1: Train, Val and Prediction of CNN Model

MAE =

∑n
i=1 |ei|
n

, RMSE =

√∑T
t=1(ŷt−yt)

2

T

MAE is thus an arithmetic average of the absolute errors |ei| = |yi − xi|, where yi

is the prediction and xi the true value. RMSE represents the square root of the second

sample moment of the differences between predicted values and observed values or the

quadratic mean of these differences (residuals).

In terms of performances, this model returns:

MAE: 10.01

RMSE: 13.97

Although the results are roughly in line with those of the literature, prediction

values are more flattened (less peaked) compared to real values (Fig. 4.1).

This fact is best appreciated from Fig. 4.2 in which prediction and real values of

the validation set are plotted.

4.4.2 Recurrent Neural Networks

LSTM

Certain data types such as time-series, text, and biological data contain sequential de-
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Figure 4.2: Comparison between real and predicted PM10 values by CNN Model

pendencies among the attributes. A Recurrent Neural Network (RNN) processes se-

quences by iterating through the sequence elements and maintaining a state containing

information relative to what it has seen so far. In effect, an RNN is a type of neural net-

work that has an internal loop. However, a simple RNN is generally too simplistic to be

of real use. Simple RNN has a major issue: although it should theoretically be able to

retain at time t information about inputs seen many timesteps before, in practice, such

long-term dependencies are impossible to learn. This is due to the vanishing gradi-

ent problem, an effect that is similar to what is observed with non-recurrent networks

(feedforward networks) that are many layers deep: the network eventually becomes

untrainable.

The LSTM (Long Short-Term Memory) layer are designed to solve this problem, sav-

ing information for later, thus preventing older signals from gradually vanishing during

processing. LSTM has a special architecture which enables it to forget the unnecessary

information. The sigmoid layer takes the input X(t) and h(t-1) and decides which parts

from old output should be removed (by outputting a 0). This gate is called forget gate

f(t).
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Model: LSTM Model

Layer (type) Output Shape Param #

lstm_2 (LSTM) (None, 47, 250) 252000

dense_4 (Dense) (None, 47, 150) 37650

lstm_3 (LSTM) (None, 50) 40200

dense_5 (Dense) (None, 25) 1275

dense_6 (Dense) (None, 1) 26

Total params: 331,151

Trainable params: 331,151

Non-trainable params: 0

Table 4.2: LSTM Model summary

The next step is to decide and store information from the new input X(t) in the cell

state. A Sigmoid layer decides which of the new information should be updated or

ignored. A tanh layer creates a vector of all the possible values from the new input.

These two are multiplied to update the new cell sate. This new memory is then added

to old memory to give the new one. Finally, a Sigmoid layer decides which parts of

the cell state is going to output. Then, cell state pass through a tanh generating all the

possible values and multiply it by the output of the sigmoid gate.

The LSTM model is trained with 350 epochs, a batch size equal to 64 and a learning

rate equal to 1x10-4. Summary is in Table 4.2.

These are results:

MAE: 10.97

RMSE: 15.18

and the comparison between the validation set and the prediction is given in Fig.

4.3.

48



Figure 4.3: Comparison between real and predicted PM10 values by LSTM Model

4.4.3 Fully Connected Neural Networks

At the end, I created a Fully-Connected NN (summary: Table 4.3) with Dense layers

that connect all neurons, adding among these layers some Dropout layers to increase

robustness.

Model was trained with 800 epochs, a batch size equal to 64 and a learning rate

equal to 1x10-5. Adam is the optimizer. Results:

MAE: 10.09

RMSE : 13.95

and series comparison in Fig. 4.4.

4.5 Choice of model

By comparing the results obtained with the different models (see Table 4.5) , we can

conclude what follows.
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Model: FC Model

Layer (type) Output Shape Param #

dense_3 (Dense) (None, 600) 28800

dropout_2 (Dropout) (None, 600) 0

dense_4 (Dense) (None, 300) 180300

dropout_3 (Dropout) (None, 300) 0

dense_5 (Dense) (None, 1) 301

Total params: 209,401

Trainable params: 209,401

Non-trainable params: 0

Table 4.3: Model summary for test.

Comparison of results

MAE RMSE

CNN Model 10.00 13.98

LSTM Model 10.97 15.18

FC Model 10.10 13.95

Table 4.5: Comparison of the different neural networks results
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Figure 4.4: Comparison between real and predicted PM10 values by Fully-Connected

Model

Apparently, the CNN Model seems the best one, but as we saw, the predicted val-

ues suffer from a flattening effect due to the fact that the network does not learn well

how the target variable fluctuates and therefore gives output values always close to the

average of the PM10. We can say the same thing about FC Model even though the

fluctuations here are more remarkable.

Since the goal of the final user was to predict the fluctuation of the particulate concen-

tration, we decided to use as final model the LSTM even though this implies paying a

little price in terms of accuracy.

For PM2.5 and PM1 I used the same LSTM model by placing therefore batch size

equal to 32 and a number of epochs equal to 1000 because for these two variables I

have a lower number of observations and hence the networks are slower in learning. On

PM1, in fact, I have a test set with 148 records and a validation set with 38 observations.

Model results are:
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Figure 4.5: Comparison between real and predicted PM1 values by LSTM Model

MAE: 5.77

RMSE : 6.43

with distribution of expected and realized values plotted in Fig. 4.5,

while same model on PM2.5 train and validation set (that also count 148 and 38

observation, respectively) gives as metrics:

MAE: 5.95

RMSE : 7.06

with distributions plotted in Fig. 4.6.
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Figure 4.6: Comparison between real and predicted PM2.5 values by LSTM Model
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Chapter 5

Deployment and delivering of a

Web-Application

5.1 Deployment

When producing an AI core for a costumer who is the end-user of the product it is

good practice to take into account the requirement of “user friendliness”. We therefore

created an application that can be used also by no-coders and loss experienced people.

With this aim I implemented and deployed a service that in output generate PM10,

PM2.5 and PM1 predictions, receiving as input semi-structured files.

To create this Web-App I used Streamlit, an open-source app framework to produce

web based applications. The homescreen is as in Fig. 5.1. The Tab contains a custom

name and Pignataro Patrimonio's logo, that appears also in the middle of the page. At

the top you can scroll a drop-down menu to select the type of particulate which you

want to predict (Fig. 5.2).

54



Figure 5.1: Web-App homescreen

Figure 5.2: Drop-Down Menu
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The input file must respect the variables and days order, as indicated by the faint red

window down the page. In particular, input file must be in .xlsx format and columns

must respect the order reported in Appendix B. Epoch values ranging from (t-6) to

(t-1) are the final measurements of those variable during the previous week. Epoch t

indicates the current day, while from (t+1) to (t+7) there are predictions of explana-

tory variables from 1 to 7 days. You can upload file drag-and-drop or importing it by

browsing the folders. To do the calculation will be enough at this point click the button

“Compute prediction”.

Next outputs are obtained by giving in input test files

Fig. 5.3 shows how the web-app looks after you have performed the PM10 values

prediction. The first thing you see is a sliding view of dataframe in which you can

control the inserted values. After that PM10 predicted daily averages show up.

According to Community Regulation it is not possible to exceed limit of 50 µg/m3 for

more than 35 days within a calendar year, so I added a footer string that informs on

how many times the threshold has already been exceeded.

The same legislation states that the daily target must not exceed 40 µg/m3. The ex-

pected values generate several messages commenting them. In the example case, the

expected values indicate a yellow alarm that corresponds to a good overall air quality

but with slight peaks above the threshold.

The current epoch (t) observations feed the excel files in the folder storical in which

there are recorded measurements of variables in a regular and clean manner, so that it

can also be used for any other type of analysis. If multiple files are uploaded on the

same day, the first will be overwritten by the last.

A good predicting core is one that updates with time, so I introduced a weekly

readjustment mechanism that takes in input, in addition to the old data, also the new

data added during the week. This is because the accuracy of these algorithms usually

increases with the size of the training set. Fig. 5.4 shows how the page appears when

the update takes place and Fig. 5.5 how it appears when it ends.

To compute PM2.5 it is sufficient to click on the drop-down menu and select PM2.5.
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Figure 5.3: Example of PM10 prediction
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Figure 5.4: Image of when the update takes place

Figure 5.5: Image of when the update ends

According to the EU parameters, the daily averages of the concentration of PM2.5 must

not exceed 25 µg/m3. In Fig. 5.6, the threshold is respected and appears to be below

the prediction (positive note with a green symbol).

Again, to compute PM1 it is necessary scroll down the menu and to select PM1. Be-

cause of there is not a norm that puts a limitation to the concentration of this particu-

late, the app will not show any kind of comment. There is an example of how the page

appears in Fig. 5.7.

5.2 Delivering

To deliver the final web-app to the client we used Docker, a container software platform

suite, which simplifies the creation, deployment and execution of web applications in

an isolated container. Every container is isolated from the others because it uses its

own application environment, with its own resources, which may be different from

those required by other containers. We can imagine them like closed doors that can

dialogue between themselves. All containers share the same operative system kernel.

Containers are often confused with virtual machines: in the latter, hardware is virtual-

ized to install an OS on which is mounted everything else. Instead, in Docker we do
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Figure 5.6: Example of PM2.5 prediction
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Figure 5.7: Example of PM1 prediction
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not virtualize the hardware but we exploit the OS kernel to build over applications.

Containers therefore represent a virtualization of OS and not of the hardware be-

cause, as already said, they use kernels to run application on it. Not having to menage

kernels, the Docker products are very light. This makes them much more scalable and

therefore easily adaptable to a greater demand for resources over time. Furthermore,

they create an abstraction of some important components such as PID, Mount, Net-

work and Users: different containers can use the same resource with no conflicts. In

other words, containers, define application isolated and hooked only on the kernel: it

is therefore a kind of bundle that contains application and everything you need to make

it work.

In this way I had not to worry about the operating system or programs available on

the client side and I could provide him only with the container executing the Docker

Engine. At the architectural level Docker is based on Client-Server concept: Docker

Client and Dockerd (Server or Docker Engine) usually are on the same machine but it

is possible also use a Docker Client on a remote machine (it is not recommended for

safety reasons).

The Client and Server do not use transport protocols like TCP or UDP, but interact

directly through a socket, which clearly increases the speed. Containers are executed

on the Server. The feature that distinguishes Docker from other architectures is the fact

that it is based on CGroups. They are nothing but a feature of kernel that permits to

menage separated resources for every container. In practisce, we can limit and/or al-

locate specific resources to each container with respect to those present on host (CPU,

RAM...).

To proceed with the creation of the container, in chronological order, I created a

text file requirements.txt in which application dependencies are listed alphabetically,

and then wrote a Dockerfile, that is nothing but a text document that contains all the

commands a user could call on the command line to assemble an image. In Dockerfile I

specified that from public registry Docker Hub I wanted to download Python 3.7 image

(because I used that version of Python), therefore I copied and created a folder like the

one that I have in local and downloaded libraries indicated in requirements.

More in detail, my application is a Web-App, hence the only thing needed for the
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client is to open a page from any browser and connect to the localhost (IP 127.0.0.1 et

similia) at port (explicitly and arbitrarily set). 8501 (the same that uses Streamlit by

default). At this point, via prompt I built the image adding a tag that is nothing but the

model version (and therefore it is very useful to differentiate various product versions),

and successively I run processes in an isolated container.

Finally, to deliver the product, the customer allowed us access to his host, on which

we sent codes, and faithfully reproduced the various steps as described above.
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Chapter 6

Conclusions

The customer's request was fully satisfied. He found the App not only pleasant but

also very easy-to-use. Same models are programmed to be weekly updated with the

increasing input data, that are stored in a clean, ordered and reusable spreadsheet. This

is because the possibility of creating added value of Data Science is given by its first

word, i.e. data, and with the growing of data we can get models with greater complex-

ity and precision. So, we assume that with daily use of this application predictions will

do nothing but improve, and this is true in particular for PM2.5 and PM1 models that at

the. moment are trained on quite few data.

Already from moment 0, that is that of delivery of the application, the implemented

PM10, PM2.5 and PM1 models show performances that are comparable (slightly better)

with those obtained by other groups ([26] for example).

It must be said, however, that the difficulty of making comparisons with the re-

sults of other authors often lies in the diversity of metrics used. I personally believe

that the same measures should be used within the scientific community (although they

often are less suitable for the specific problem and methodology), in order to allow

more accurate and easier comparisons. Others, however, are of the opinion that more

complex metrics, often created by themselves, should be used, to evaluate a model

in a more original way. Given this difficulty I compared the performance of this ap-

plication with those of models that use the same metrics (RMSE and MAE) and my
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results are perfectly in line with the current standard (that, according to assumptions

made in the experimental SoA, comes from the most influential papers). In fact, other

models always have a RMSE that tends never to fall below 13 and never above 18,

while MAE has a range that goes from 6 to 12[21][27][28]. The type of NN I used,

is the most suitable to forecasting airborne particulate matter using data in the form

of time series[29], because LSTMs are particularly suitable for processing sequential

data. It needs however to be noted that in the literature there are examples of other

types of networks, with achieve comparable reliability[30]. However, from my various

experiments I realised that they suffered too much from a flattening effect that led them

to predict values that were always very similar to the average particulate level under

analysis.
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Appendix A

Strategy for selecting relevant

documentation

State of the Art of this thesis is experimental and aimed to analyse literature from

bibliometric point of view. It is opinion of the author that to know SoA of a subject

it is necessary to study principal sources that are the most read, studied and cited by

the other authors. Moreover, to know Institutions and Countries that most deal with

the subject allows us to understand the attention that different research groups have on

the subject. Because, if it is true that, it goes without saying, Countries like China and

United States are the ones in which research is more developed, and therefore also for

PM10 forecasting, some may appear surprised that Italy is the third most cited Country.

I used for this research the R package bibliometrix[31] that is a tool for comprehensive

science mapping analysis, from its web-interface biblioshiny.
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Appendix B

Web-App model ordered variables

Variables used to create model are, in order:

Temperature(t-6), Humidity(t-6), Wind_Speed(t-6), Pressure(t-6), Wind_Angle(t-6), PM10(t-

6), Temperature(t-5), Humidity(t-5), Wind_Speed(t-5), Pressure(t-5), Wind_Angle(t-5),

PM10(t-5), Temperature(t-4), Humidity(t-4), Wind_Speed(t-4), Pressure(t-4), Wind_Angle(t-

4), PM10(t-4), Temperature(t-3), Humidity(t-3), Wind_Speed(t-3), Pressure(t-3), Wind_Angle(t-

3), PM10(t-3), Temperature(t-2), Humidity(t-2), Wind_Speed(t-2), Pressure(t-2), Wind_Angle(t-

2), PM10(t-2), Temperature(t-1), Humidity(t-1), Wind_Speed(t-1), Pressure(t-1), Wind_Angle(t-

1), PM10(t-1), Temperature(t), Humidity(t), Wind_Speed(t), Pressure(t), Wind_Angle(t),

PM10(t), Temperature(t+1), Humidity(t+1), Wind_Speed(t+1), Pressure(t+1), Wind_Angle(t+1),

Temperature(t+2), Humidity(t+2), Wind_Speed(t+2), Pressure(t+2), Wind_Angle(t+2),

Temperature(t+3), Humidity(t+3), Wind_Speed(t+3), Pressure(t+3), Wind_Angle(t+3),

Temperature(t+4), Humidity(t+4), Wind_Speed(t+4), Pressure(t+4), Wind_Angle(t+4),

Temperature(t+5), Humidity(t+5), Wind_Speed(t+5), Pressure(t+5), Wind_Angle(t+5),

Temperature(t+6), Humidity(t+6), Wind_Speed(t+6), Pressure(t+6), Wind_Angle(t+6),

Temperature(t+7), Humidity(t+7), Wind_Speed(t+7), Pressure(t+7), Wind_Angle(t+7).
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Appendix D

Web-App model ordered variables

Full code is available here: https://github.com/Fluel/3_Pignataro_Patrimonio_

finale
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